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VKONVERG ENCE HPC A Al PROSTREDI [¥] computers

* Provoz tradi¢nich védeckych HPC aplikaci a novych machine learning/deep
learning aplikaci na jedné infrastrukture
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PREHLED AKTUALNICH NVIDIA KARET mcomputers

GeForce RTX Quadro RTX Tesla T4 Tesla V100 DGX-1 DGX-2
2080Ti 5000 SXM2

pocet Cuda jader 4352 3072 2 560 5120 40 960 81920

{

pocet Tensor jader 544 384 320 640 5120 10 240
FP32 Tflops 13,4 11,2 8,1 15,7 125 250
INT8 Tflops 215,2 178,4 130 NA NA NA
Tensor TFlops 107,6 89,2 65 125 1 000 2 000
GP GPU Memory 11 GB 16 GB 16 GB 32 GB 256 GB 512 GB
Memory tech. GDDR6 GDDR6 GDDR6 HMB2 HMB2 HMB2

NVLink 2-way 2-way Ne Ano 8-way 16-way

Max. TDP (W) 250 W 230 W 70 W 300 W 3500 W 10 kW
uréeni pouze stanice stanice/server server server Server server

orientacni EDU cena 25 000 K¢ 60 000 K¢ 60 000 K¢ 244 000 K¢ 2M K¢ 6,5M K¢
v K¢ bez DPH + support + support




ZMENA LICENCNICH PODMINEK PRO OVLADACE NA Y]l computers®
NVIDIA GEFORCE KARTY

@ wwwimidia.couk/montentDrver Downioad-March 2009/ liczn B @ % O sent

DRIVERS » 3 EEP LEA! b COMMUNITIES » 4] SHO ABOUT NYIDLA »

DOWNLOAD DRIVERS

WUIDLA tiome > Dowmiosd Drivers s Nyi0UA Gelorce Softwesrs License gresment

License For Customer Use of NVIDIA GeForce Software

IMPORTANT NDTICE — READ CAREFULLY: This License For Custemer Use of NVIDIA GeFarce Software (TLICENSE') Is the agreement which governs use of the
GeFarce software of KVIDIA Corporation and its subsidiaries ("NVINIA") downloadable herefrom, incuding computer software and associated materials
("SOFTWARE" ). By downlaading, installing, copying, or otherwise using the SOFTWARE, you agres to be bound by the tarms of this LICENSE. If you do nat agree
o the terms of this LICENSE, do not dovnioad the SOF TWARE.

RECITALS

Use of NIDIA's products requires three elements: the soFms 2. 1.3 Limitations.
SOFTWARE is protected by comyright laws and international
SOFTWARE 15 not seld, and instead is only ticensed for use, s

atents, and f 3o, but this LICESE does mot cver hat =g No Modification or Reverse Engineering. Customer may not modify (except as provided in Section 2.1.2), reverse
TCMEEITIONG engineer, decompile, or disassemble the SOFTWARE, nor attempt in any other manner to obtain the source code.
1.1 Customer. Customer means the entity or individual thaty
2. GRANT OF LICENSE No Separation of Components. The SOFTWARE is licensed as a single product. Its component parts may not be
7.1 Rights and Limitations of Grant. NVIDIA heraty ants [t 7
e N separated for use on more than one computer, nor otherwise used separately from the other parts.
st piosil sttt | No Sublicensing or Distribution. Customer may not sell rent, sublicense, distribute or transfer the SOFTWARE; or use
e B the SOFTWARE for public performance or broa mercial hosting services with the SOF TWARE.

2.1.2 Linux/FreeBsD Exception. Matwithstanding the

the Linux o Free8SD operating systems, or other oper No Datacenter Deployment{The SOFTWARE is not licensed for datacenter deployment, Jexcept that blockchain
be copied and redistributed, provided Mat the binary |
files), processing in a datacenter is pé

2.1.3 Limitations

Mo Modification or Reverse Engineering. Customer may not modify (except as provided in Secton 2.1.2), reverse
enginesr, decompile, or disassemble the SDFTWARE, nor attempt in any other manner to obtain the source code,

M Separation of Comporents. The SOFTWARE is licensed as a single product. Its component parts may not be
separated for use on mare than one computer. nor othenwise used separately from the ather parts.
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Since 2010, NVIDIA Tesla has been the standard for the datacenter.
v 24x7 Uptime & stress tested
v OEM certified and qualified

Server with

v Maximum airflow & low voltage
v Increased DP performance
v Increased memory

Server with

v Support & warranty Unqualified GPU

7 Multi-GPU



NVIDIA TESLATA

Y]l computers®

NVIDIA TESI A T4 SPECIE 1G
[\\i\r | Jlfi"'l'\ l l_t__‘:'_""'* | B S :[‘ '.._ | |C T'Cl -:D
He e ‘ TURING TENSOR CORES
Tesla T4 vs. Tesla P4 3720
FP16 INTS INT4
NVIDIA CUDA” CORES
Nvidia Tesla T4 (TFLOPS) 65 130 260
Nvidia Tesla P4 (TFLOPS) 525 22 2 1 5 6 0
Tesla T4 — zabere jeden PCle slot, 70W SINGLE PRECISION PERFORMANGE
— e CAPACITY [FP32]
) " Tib s 8 ’I
BANDWIDTH - TFLOPS
320+ cese MIXED PRECISION [FP16/FP32]
70 s é 5 FP16 TFLOPS
INTS PRECISION
1 3 D INTE TOPS
Resnetd0 DeepSpeech2 GNMT
v T e ]
CPU crU |
o BX 10% 18X 20X 25X 30X 35X 40K 0 X 10X 15X 200 25X 30K 35X 40K 0 BX 10X 15X 20X 28X 30X 35
Inference Speedup Inference Speedup nference Speedup

40X



NVIDIA DGX SYSTEMY

https://www.mcomputers.cz/nvidia-dgx-systemy/

Parametr

DGX-2

DGX-1

DGX Station

GPUs

16x NVIDIA Tesla V100
32GB

8x NVIDIA Tesla V100
32GB

4x NVIDIA Tesla V100
32GB

Vykon (tensor operace)

2 PetaFLOPS

1 PetaFLOPS

0,5 PetaFLOPS

GPU pamét 512 GB celkem 256 GB celkem 128 GB celkem
2x Platinum 8168, 2.7 GHz | 2x E5-2698 v4 2.2GHz (20 | E5-2698 v4 2.2GHz (20
CPU . . .
(24 jader) jader) jader)
NVIDIA CUDA cores 81920 40960 20480
NVIDIA Tensor cores 10 240 5120 2560
L NVSwitch, non-blocking, NVLink, hypercube .
Propojeni GPU karet 2 4TB/s topologie NVLink
RAM 1,5TB 512 GB 256 GB
2x 960GB NVME SSD, 8x
HDD 3.84TB NVME SSD 4x 1,92TB SSD 4% 1,92TB SSD
2x 10/25GbE, 8x 100Gb 2x 10GbE, 4x 100Gb EDR
Network EDR Infiniband/Ethernet Infiniband/Ethernet 2x 10GbE
Maximalni pfikon 10 kw 3500 W 1500w

Provedeni

rack, 10U

rack, 3U

tower, vodni chlazeni CPU
a GPU

Y]l computers®
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16x Tesla V100 32GB propojenych NVSwitch prepinaci
2 petaFLOPS deep learning vykon

sdilend 512GB HBM2 GPU pamét
300GB/s GPU-GPU propustnost
2.4TB/s celkova cross section propustnost

cpru || 6Py [ ePu || Gpu | GPu | GPu | GPu | GPU Gru | eru | Gpu || GPu | GPu || GPU | GPu [ GPu
il \T i i g
I3[ I# s § v v

-Il-ll-ll-ll-l-ll-ll RPERECl D [0 O 1 O 1 . —_— :
1 o r — NVIDIA NVSwitch

prom
NVSWITCH “=}‘ NVSWITCH
8 NVUNK

\ HGX-2 GPU Baseboard ) HGX-2 GPU Baseboard y




NVIDIA TESLA HGX-2

TESLA HGX-2

Fusing HPC and Al into
One Unified Computing
Architecture
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NVIDIA DGX systémy + networking + diskova pole

NVIDIA ma obecnou architekturu NVIDIA DGX POD
Reference Architecture

Z ni vychazi ndvrhy jednotlivych storage vendor(:
e NetApp ONTAP Al Reference Architecture + Cisco
e DDN A3l Reference Architecture + Mellanox

e Pure Storage AIRI Reference Architecture + Arista

* |BM Spectrum Al Reference Architecture
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NVIDIA GPU CLOUD/CONTAINERS (NGC) mcomputel’s

NVIDIA docker image repository: https://ngc.nvidia.com

CONTAINERIZED APPLICATION

DEEP LEARNING APPLICATIONS
DEEP LEARNING FRAMEWORKS
< - - DEEPLEARNING LIBRARIES

+ + CUDATOOLKIT

MOUNTED NVIDIA DRIVER
CONTAINER 0S

CONTAINERIZATION TOOL

« = NVIDIACONTAINER RUNTIME FOR DOCKER
« + DOCKER ENGINE

podpora Singularity

= - NVIDIA DRIVER
++ HOSTOS

DGX Station - NVIDIA Cloud Service NVIDIA GPU CLOUD SOFTWARE STACK




NVIDIA DGX OPERATING SYSTEM

Release 4.0

Y]l computers®

https://docs.nvidia.com/dgx/dgx-os-server-release-notes/index.html

*Highlights
*First release to support the NVIDIA DGX-2 System
*Ubuntu 18.04 LTS
*NVIDIA GPU Driver Release 410

*Supports CUDA 10.0

*Docker CE and the NVIDIA Container Runtime for Docker are pre-installed, and the docker daemon automatically launched.

*New NVIDIA System Management (NVSM) health monitoring software framework
Replaces nvsysinfo and nvhealth.
*See the following for additional information and known issues for the latest version.
*NEW*DGX OS Server v4.0.4 Release Notes v02
*DGX OS Server v4.0.3 Release Notes vO3(DGX-2 System only)
*DGX OS Server v4.0.2 Release Notes vO1 (DGX-2 System only)

Release 3.1
*Highlights
*Ubuntu 16.04 LTS
eInitialization daemon changed from Upstart to systemd.
*Updated network interface naming policy.
Policy now uses predictable names, rather than the native naming scheme used in previous releases.
NVIDIA GPU Driver Release 384
*Supports the NVIDIA Tesla™ V100 GPUs.
*Supports CUDA 9.0 .
*CUDA drivers and diagnostic packages updated to Release 384.
*Mellanox drivers updated to 4.0.
*Docker CE and nvidia-docker are pre-installed, and the docker daemon automatically launched.

*See the following for additional information, known issues, and update instructions for specific versions.

* NEW*DGX OS Serverv3.1.7 Release Notes v03
*DGX OS Server v3.1.6 Release Notes
*DGX OS Server v3.1.4 Release Notes
*DGX OS Server v3.1.2 Release Notes
*DGX OS Server v3.1.1 Release Notes

VERSION HISTORY

Version 4.0.4

» Added support for NVIDIA DGX-1 systems.
Sets default Ubuntu IO scheduler from CFQ to deadline.

» Updated NVIDIA GPU driver to version 410.79.

Version 4.0.3

» Updated NVIDIA GPU driver to version 410.72.
» Updated other software components.

« DCGM updated to version 1.5.3

» Docker updated to version 18.06.1-ce

« NVSM components updated to version 18.10 (See DGX O5 Server Software
Content for details)

» Updated KVM? Software.
« KVM software (dgx-kvm-sw) updated to version 18.10.2.
« KVM image (dgx-kvm-image) updated to version 4-0-3.
« Added FS-Cache support for guest VMs.
+ Added multi-queue support for logical drives.
+ Added multi-queue support for virtual networking.
« Added NUMA tuning.
+ Added CPU tuning (emulatorpin).



NVIDIA GPU CLOUD (NGC)

Y]l computers®

A nvidia/k8s

cuda-sample

NVIDIA docker image repository: https://ngc.nvidia.com

dcgm-exporter
device-plugin
etcd-amdé4

SANVIDIA GPUCLOUD k8s-dns-dnsmasg-nann...

kBs-dns-kube-dns-amdé4

HIGH PERFORMANCE COMPUTING DEEP LEARNI! | MACHINE LEARNING INFERENCE VISUALIZATION INFRASTRUCTURE

k8s-dns-sidecar-amdés4

Publisher: All v/ Sort: Popularity v | | &=

kube-aggregator-amdé4
kube-apiserver-amdé4

kube-controller-manag...

Baidu NVIDIA

- nd . kube-proxy-amdé4
R SRR kube-scheduler-amdé4
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i RAP rapidsai
s o z A nvidia-hpcvis
index
paraview-holodeck
2 s e T+ ° » e

paraview-index
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paddlepaddle



NVIDIA FULL SOFTWARE STACK
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SCIENCE DL TRAINING DL INFERENCE MACHINE LEARNING
CUDA CcuDNN New TRT Hyperscale New RAPIDS
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NVIDIA TENSORRT 5 Y]l computers

TensorRT Inference Server

https://developer.nvidia.com/tensorrt

=g

* Speed up inference by 40x over CPUs for models such as I_I
translation using mixed precision on Turing Tensor Cores
. . . . . . . MODEL REPOSITORY
* Optimize inference models with new INT8 APIs and optimizations @ (Persistent Volume
* Deploy applications to Xavier-based NVIDIA Drive platforms and t 1 l
the NVIDIA DLA accelerator (FP16 only) v s
Request/Response Handling Management
* NVIDIA TRT Hyperscale -- Docker and Kubernetes I ] @_
( N o |
Layer & Tensor Fusion Inference n,;m‘l - Inference Response
Precision Calibration / X \ Kernel Auto-Tuning R Tenaor T . 757:7.‘7:;.77[;";5::7..2? - FE:T:E::;“ 7
: 6) r— (L - 1% e
: : : - \\ et # P = % Plensorflow i«
= ° # . £ ? <8, Q§ !
e e - O i C:)’
° P Y ; Caffe:
Trained Neural HE - Optimized nomemsmmmmend  Maeossnsssmesmememsnssssd
Network AR Inference e
Dynamic Tehsor Multi-Stream Engine STATUS/HEALTHMETRICS EXPORT <) iII _lb HTTP
Memory Execution

GPU GPU
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@ python”

pandas

RAPIDS
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https://developer.nvidia.com/rapids

DataFrame - cuDF - This is a GPU accelerated DataFrame-manipulation library based on
GPU Apache Arrow. It's designed to enable data wrangling data for model training. The
Python bindings of the core-accelerated, low-level CUDA C++ kernels mirror the pandas
API| for seamless onboarding and transition from pandas.

Machine Learning Libraries - cuML - This collection of GPU-accelerated machine
learning libraries will eventually provide GPU versions of all machine learning algorithms
available in Scikit-Learn.

Graph Analytics Libraries - cuGRAPH - This collection of graph analytics libraries that
seamlessly integrates into the RAPIDS data science software suite.

Deep Learning Libraries - RAPIDS provides native array_interface support. This means
data stored in Apache Arrow can be seamlessly pushed to deep learning frameworks
that accept array_interface such as PyTorch and Chainer.

Visualization Libraries - Coming soon. RAPIDS will include tightly integrated data
visualization libraries based on Apache Arrow. Native GPU in-memory data format
provides high-performance, high-FPS data visualization, even with very large datasets.
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DEEPSTREAM
UP TO 30 HD STREAMS AT 30 FPS

2 ‘ ;- %. o)

Cameras (up to 30 stroams)
Detectors/Classifiers/ Trackers

NEW: TESLA T4

https://developer.nvidia.com/deepstream-sdk
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VZKUSENOSTI Z TESTOVANI NVIDIA DGX STATION Ml computers

NVIDIA DGX Station: 1x Intel Xeon, 4x NVIDIA Tesla V100 32GB PCle propojené NVLinkem
+ snadna instalace — predinstalovana image s NVIDIA OS: Ubuntu + Docker

+ predpripravené docker/singularity kontejnery v NVIDIA NGC
+ tichy provoz diky vodnimu chlazeni CPU a GPU karet

Vs.

nevyuziti potencialu vypocetnich karet NVIDIA Tesla V100:

* aplikace nedokaze vyuzit tensor jadra GPU karty

* nevyutziti vice GPU karet v jednom serveru a NVLink rozhrani

 aplikace nedokazali vyuzit celou GPU pamét (mensi modely)
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Specialni ceny na vybrané karty a DGX systémy, vyhlaSované kazdy kvartal.
Napf. sleva 1 600 USD na NVIDIA Tesla V100 32GB
30% sleva na NVIDIA DGX systémy, orientacni ceny:
NVIDIA DGX Station: 1,1M K¢ bez DPH + podpora
NVIDIA DGX-1: 2,4M K¢ bez DPH + podpora
NVIDIA DGX-2: 6,5M KC bez DPH + podpora
Sleva na NVIDIA Jetson/AGX development kity

JETSON TX2/TX2i

Moznosti testovani karet — NVIDIA Test Drive:
NVIDIA DGX Station ’
NVIDIA V100

NVIDIA T4 JETSON XAVIER: AGX




NVIDIA GTC CONFERENCE

TECHNOLOGY
CONFERENCE

GP

https://www.nvidia.com/en-eu/gtc/ v

EXPERIENCE THE POWER OF GTC EUROPE

NVIDIA's GPU Technology Conference (GTC) Europe is part of the largest global
series of events focused on artificial intelligence and its applications across
many important fields.

Join us in Munich and discover the latest breakthroughs in autonomous
vehicles, high performance computing, healthcare, big data, and more.

CONNECT

DISCOVER

Discover the latest breakthroughs in a

LEARN INNOVATE
Network with experts from NVIDIA and
other leading organisations.

Learn how to solve challenging Hear about disruptive innovations as

problems with deep learning and
accelerated computing through hands-
on training

wide range of fields such as deep Startups and researchers present their
Learning. self-driving vehicles, HPC, work

virtual reality, and more

EUROPE [ OCTOBER %-11, 2018

EUROPE'S PREMIER EVENT ON
ARTIFICIAL INTELLIGENCE.

Use code GMPART for a 20% discount.

GP TECHNOLOGY
CONFERENCE

PRESENTED BY
“ZNVIDIA,

Pro ziskani 20% slevy mUZete pfi registraci na konferenci vyuzit nas promo kéd

Y]l computers®




_Nase reseni vas budou
bavit”

www.mcomputers.cz




